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Clustering Based on a Multi-layer Mixture Model
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Abstract

In model-based clustering, the density of each cluster is usually assumed to be a certain basic para-

metric distribution, e.g., the normal distribution. In practice, it is often difficult to decide which para-

metric distribution is suitable to characterize a cluster, especially for multivariate data. Moreover, the

densities of individual clusters may be multi-modal themselves, and therefore cannot be accurately mod-

eled by basic parametric distributions. We explore in this paper a clustering approach that models each

cluster by a mixture of normals. The resulting overall model is a multi-layer mixture of normals. Algo-

rithms to estimate the model and perform clustering are developed based on the classification maximum

likelihood (CML) and mixture maximum likelihood (MML) criteria. BIC and ICL-BIC are examined

for choosing the number of normal components per cluster. Experiments on both simulated and real data

are presented.

Key words: EM; CEM; classification maximum likelihood (CML); multi-layer mixture of normals;

clustering.

1 Introduction

Clustering is a widely used technology in exploratory data analysis. It also has numerous applications in

engineering. For instance, in many image analysis systems, a critical component is to segment images by

clustering locally extracted pictorial features. Jain and Dubes (1988) illustrated a large number of examples

for segmenting images by clustering various types of features, such as color components, texture features,

and multispectral measurements. Moreover, clustering techniques are frequently applied to multimedia data

collected from the rapidly growing Internet in order to facilitate further analysis or speed up searching. For
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example, to classify the topic (e.g., sports, politics) of a textual document based on the number of occur-

rences of each word in a vocabulary, words are often clustered first so that classification can be performed

on vectors with sufficiently low dimensionality (Baker and McCallum 1998). Clustering also serves as a

powerful and enabling technology for knowledge discovery in databases, a research area with a great variety

of real-world applications (Fayyad, Piatetsky-Shapiro, et al. 1996).

A primary statistical approach to clustering is based on mixture models. In particular, data in every

cluster are assumed to follow a parametric distribution, with parameters varying from cluster to cluster.

Statistical inference techniques, e.g., maximum likelihood (ML) and Bayesian estimation, are then applied

to estimate the parameters. Given a sample, the posterior probability of the sample belonging to each cluster

can be computed using the estimated mixture model. A sample can be “hard” classified to the cluster with

the maximum a posteriori probability (referred to as the MAP rule) or “soft” classified by assigning each

cluster a weight that equals its posterior probability. Clustering based on the mixture of multivariate normals

was considered by Day (1969), Binder (1978), and Symons (1981). A recent paper by Fraley and Raftery

(2002) provides a comprehensive review of clustering by mixture models.

Besides partitioning data, the mixture model approach also yields estimated distributions for all the

clusters, which may be useful for discovering hidden structures in data. A major limitation of the mixture

of normals for clustering results from the non-normality of cluster densities, frequently encountered in

practice. For particular applications, mixtures of other parametric distributions have been explored (Banfield

& Raftery, 1993). In many cases, however, it is difficult to decide which parametric distribution is suitable

to characterize a cluster, especially for multivariate data. Moreover, the densities of clusters may be multi-

modal themselves, and therefore cannot be accurately modeled by basic parametric distributions. It is thus

compelling to model the cluster densities by a family of distributions with great flexibility. Here we explore

the mixture of normals. The overall model for the data is thus a multi-layer mixture, with each component

at the top layer corresponding to a cluster and the component itself being a mixture of components at the

secondary layer. The increased modeling power can yield better clustering as well as better characterization

of the distributions within clusters.

For supervised clustering (i.e., classification), modeling the density of each class by a mixture of nor-

mals has been proposed by Hastie and Tibshirani (1998). As the true class labels are known for training
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samples, each class can be treated separately; and hence computationally, only the mixture of normals is

encountered. Recently, Priebe, Miller, and Ratnanather (2004) considered a scenario of semi-supervised

clustering. Training data with true class labels are available for estimating the mixture of normals within

each class. However, the prior probabilities of the classes are assumed to vary with test data sets and are

estimated as part of the clustering procedure. In this paper, we consider unsupervised clustering, for which

the within cluster mixture models need to be estimated from unlabeled data.

The rest of the paper is organized as follows. The formulation of the multi-layer mixture model is

described in Section 2. Approaches to estimate the model and to determine its complexity are presented in

Section 3. Experiments are described in Section 4. We conclude in Section 5. Appendix A provides a proof

for the ascending property of one of the estimation algorithms. The pseudo-code for this algorithm is in

Appendix B.

2 Multi-layer Mixture Model

In the multi-layer mixture model, let the number of clusters be K , the number of normal components in

the mixture model of cluster k = 1,2,...,K be Jk, and J =
∑K

k=1 Jk. In this paper, K is assumed to be

known. Model selection techniques can be applied to choose Jk’s. For brevity, a normal component in

the mixture model of one cluster is referred to simply as a component. Label the total of J components

by j = 1,2,...,J . Without loss of generality, assign the J components sequentially to the K clusters, that

is, indices 1 to J1 are allocated to the first cluster, indices J1 + 1, ..., J1 + J2 to the second cluster, so

on so forth. For convenience, let J0 = 0. Then the set of indices assigned to cluster k, k = 1, 2, ...,

K, is Jk =
{∑k−1

k′=0 Jk′ + 1,
∑k−1

k′=0 Jk′ + 2, ...,
∑k

k′=0 Jk′
}

. For the ease of illustration, define a cluster

assigning function c(j) ∈ {1, 2, ...,K} to specify the cluster a component belongs to. For instance, if we

have two clusters each modeled by a mixture of two normals, K = 2 and J1 = J2 = 2. Let the two

components of cluster 1 be component 1 and 2, and the two of cluster 2 be 3 and 4. Then c(1) = c(2) = 1

and c(3) = c(4) = 2. The hierarchy of components in this example model is shown in Figure 1. Let

the mean vector and covariance matrix of component j be µj and Σj respectively. Denote the probability

density function (pdf) of a normal distribution with mean µ and covariance Σ by φ(x | µ,Σ). The mixture

3



Journal of Computational and Graphical Statistics (14)3:547-568

distribution of cluster k is

fk(x) =
∑
j∈Jk

bk,jφ(x | µj ,Σj) , (1)

where bk,j ,
∑

j∈Jk
bk,j = 1, is the probability of being in component j given a sample is in cluster k. In fact,

it is unnecessary for the sum in (1) to be over j’s under restriction j ∈ Jk if we set bk,j = 0 for j /∈ Jk. As

Figure 1 suggests, clusters share no components. Let the prior probability of cluster k be āk,
∑K

k=1 āk = 1.

Subject to bk,j = 0 for j /∈ Jk, the density of the multi-layer mixture model can be written as

f(x) =
K∑

k=1

ākfk(x) =
K∑

k=1

āk

J∑
j=1

bk,jφ(x | µj,Σj) . (2)

Since every component belongs to only one cluster, the above model reduces to a usual mixture model if we

define aj = āc(j)bc(j),j:

f(x) =
J∑

j=1

ajφ(x | µj ,Σj) . (3)

On the other hand, given a cluster assigning function c(·), {aj ; j = 1, ..., J} determines uniquely āk, bk,j,

k = 1, ..., K, j = 1, ..., J . In particular, āk =
∑

j:c(j)=k aj , bk,j = aj/āk for j : c(j) = k and 0 otherwise.

Cluster 1

Component 1

Component 2

Cluster 2

Component 4

Component 3

Data

Figure 1: A multi-layer mixture model with two clusters, each modeled by a two component normal mixture.

To illustrate the notations introduced, consider an example multi-layer mixture model containing two

clusters, each comprising two components, as shown in Figure 1. Suppose the two clusters have prior

probabilities 1
3 and 2

3 . Given each cluster, assume its two components have equal probabilities to occur.

The model can be parameterized as follows. Let the cluster prior probabilities ā1 = 1
3 and ā2 = 2

3 . Index

the total of four components from 1 to 4 and denote the normal distribution parameters of each component
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by µj , Σj , j = 1, ..., 4. Assign components 1 and 2 to the first cluster and 3 and 4 to the second cluster.

Correspondingly, J1 = {1, 2} and J2 = {3, 4}. The cluster assigning function c(1) = c(2) = 1 and

c(3) = c(4) = 2. Then (b1,1, b1,2, b1,3, b1,4) = (1
2 , 1

2 , 0, 0), and (b2,1, b2,2, b2,3, b2,4) = (0, 0, 1
2 , 1

2). We also

have a1 = a2 = 1
6 and a3 = a4 = 1

3 . The density of the model can be specified equivalently by Equation

(2) or (3).

Although the aj’s are sufficient for specifying the mixture density f(x) according to (3), the individual

cluster densities fk(x) cannot be determined without a given c(·). For instance, with the same set of aj’s,

that is, a1 = a2 = 1
6 and a3 = a4 = 1

3 , if c(1) = c(2) = c(3) = 1 and c(4) = 2, then ā1 = 2
3 , ā2 = 1

3 ,

(b1,1, b1,2, b1,3, b1,4) = (1
4 , 1

4 , 1
2 , 0), and (b2,1, b2,2, b2,3, b2,4) = (0, 0, 0, 1). The density f(x) remains the

same, but f1(x) and f2(x) vary.

3 Model Estimation

In this section, we introduce two approaches to estimate the multi-layer mixture model. These approaches

differ by the likelihood functions they aim at maximizing. Methods to determine the number of components

per cluster are discussed subsequently.

3.1 Maximum Likelihood Estimation

Suppose the data set to be clustered is {x1, x2, ..., xn}, where xi’s are independent samples of a random

variable X ∈ Rp. For multivariate X, xi’s are column vectors. The normal mixture model (3) can be

estimated by maximizing the following log likelihood function L(θ), where θ denotes collectively all the

parameters in the mixture model (3):

L(θ) =
n∑

i=1

log f(xi) =
n∑

i=1

log
J∑

j=1

ajφ(xi | µj,Σj) . (4)

The Expectation and Maximization (EM) algorithm (Dempster, Lair, & Rubin, 1977) can be employed to

maximize L(θ). Although the maximum likelihood estimation (MLE) solves f(x), it cannot determine

fk(x), k = 1, ...,K uniquely because L(θ) depends on aj’s but not the cluster assigning function c(·). As

discussed in the previous section, under the same aj’s, despite of a fixed overall density f(x), altering c(·)
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results in different cluster densities fk(x), k = 1, ...,K, and hence a different partition of data.

The arbitrariness of c(·) can be avoided by introducing a criterion in addition to maximizing L(θ).

Based on the intuition that components in the same cluster ought to be relatively close to each other and

those in different clusters as far apart as possible, a plausible approach is to partition the mean vectors of

the components, {µ1, µ2, ..., µJ}, such that the within cluster variation is minimized, which is precisely

the optimization criterion used by the k-means clustering algorithm. Taking the prior probabilities aj of

the components into consideration, we seek c(·) that minimizes
∑J

j=1 aj ‖ µj − µ̄c(j) ‖2, where µ̄k, k =

1, 2, ...,K, is the weighted average of the mean vectors of components assigned to cluster k. Specifically,

µ̄k =
PJ

j=1 ajI(c(j)=k)µj
PJ

j=1 ajI(c(j)=k)
, k = 1, 2, ...,K. As usual, I(·) is the indicator function that equals 1 when the

argument is true and 0 otherwise. The weighted version of k-means can be applied readily to find c(·).
However, when the total number of components J is small, exhaustive search is preferable since k-means

only guarantees a local minimum.

From an algorithmic perspective, the above clustering method consists of two steps. First, the normal

components are estimated by MLE using EM. Secondly, the components are partitioned into a given number

of classes by invoking a clustering criterion imposed on the means of the components. Once the components

are partitioned, the cluster densities fk(x) are determined and the clustering of data is obtained by the MAP

rule. This two step clustering algorithm is examined with a real data set in Section 4.

The ambiguity in assigning components to clusters can also be resolved by maximizing a different likeli-

hood function that depends on the way the components are grouped. In the next section, we explore in details

the classification maximum likelihood approach to estimate the model and partition data simultaneously.

3.2 Classification Maximum Likelihood Estimation

Denote the cluster identity of the ith sample by η(i), η(i) ∈ {1, 2, ...,K}. The fitness of Model (2) can

be measured by a likelihood with η(i) treated as parameters. Let θ = {āk, bk,j , µj,Σj ; k = 1, ...,K, j =

1, ..., J}. Then the log likelihood of the data is

L(θ, η) =
n∑

i=1

log āη(i)fη(i)(xi) =
n∑

i=1

log

⎡
⎣āη(i)

J∑
j=1

bη(i),jφ(xi | µj,Σj)

⎤
⎦ . (5)
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For brevity of notation, the log likelihood functions in both (4) and (5) are denoted by L. The meaning will

be clear from context.

The approach of estimating a mixture model by maximizing L(θ, η) is called classification maximum

likelihood (CML) in mixture modeling (McLachlan & Peel, 2000). In contrast, the approach of maximizing

L(θ) in (4) is referred to as mixture maximum likelihood (MML). Celeux and Govaert (1993) provided an

overview of the various approaches to estimating mixture models via ML and compared these methods ex-

tensively. It is suggested in Celeux & Govaert (1993) that neither the mixture approach nor the classification

one is in general superior to the other. For the multi-layer mixture model, the grouping of components into

clusters cannot be arbitrary under CML because the classification likelihood in (5) depends on the partition

η which varies with different grouping. Since for each sample only the likelihood of one dominant cluster

contributes to (5), CML favors well separated clusters that allow the likelihood of a sample to concentrate

on one cluster. When the partition η is fixed, the classification likelihood in (5) is maximized by the MLE

of the mixture models for individual clusters.

It is worthy to point out that CML applied to the multi-layer model (2) is different from that applied to

the usual mixture model (3). If CML were applied to Model (3), the component (instead of cluster) identities

of the samples, ξ(i), ξ(i) ∈ {1, ..., J}, i = 1, ..., n, would be regarded as part of the estimation, and the log

likelihood of the data would be L̃(θ, ξ) =
∑n

i=1 log aξ(i)φ(xi | µξ(i),Σξ(i)), which coincides with L(θ, η) if

every cluster contains a single component. We focus on L(θ, η) here since the cluster identity η(i) is exactly

what is sought after in clustering.

To maximize the log classification likelihood L(θ, η), a modified EM algorithm called classification EM

(CEM) (Celeux & Govaert, 1992; McLachlan & Peel, 2000) can be used. As the name suggests, CEM

inserts a classification step between the E and M steps of EM. Although CEM is modified from EM, its

ascending property is in fact more obvious than that of EM, due to the “hard” classification of data. Suppose

the currently estimated parameters are θ(t) and η(t). In particular for the multi-layer mixture, CEM updates

the parameters as follows.

1. Classification:

(a) E step: compute the posterior probabilities, pi,k, of sample xi belonging to each cluster k,

k = 1,2,...,K. Specifically, pi,k ∝ ā
(t)
k f

(t)
k (xi), subject to

∑K
k=1 pi,k = 1, where f

(t)
k (xi) =
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∑J
j=1 b

(t)
k,jφ(xi | µ

(t)
j ,Σ(t)

j ).

(b) “Hard” classification is applied to the samples: η(t+1)(i) = arg maxk pi,k.

2. M step:

(a) Update ā
(t+1)
k = nk/n, where nk =

∑n
i=1 I(η(t+1)(i) = k) is the number of data assigned to

cluster k.

(b) For each individual cluster k, use MLE to update parameters in the mixture density fk(x): µj ,

Σj , bk,j , for j ∈ Jk. Only data assigned to this cluster by η(t+1) are used in the computation.

The MLE is accomplished by an embedded EM procedure initialized by the current parameters.

The ascending property of the algorithm is stated below. A proof is provided in Appendix A.

Theorem 3.1 The classification likelihood L(θ, η) defined in (5) is non-decreasing after each update of η

and θ by the CEM algorithm. That is, L(θ(t+1), η(t+1)) ≥ L(θ(t), η(t)), for all t.

Tree structured k-means clustering is used to initialize the parameters. First, k-means is applied to the

entire data set to divide the samples into K clusters. The percentage of data in cluster k is the initial āk.

Secondly, k-means is applied to data in each cluster k separately, dividing it into Jk sub-clusters. For the

purpose of initialization, data in cluster k and sub-cluster j are treated as samples from the jth normal

component in the mixture distribution of cluster k. Based on these data, the MLE of the parameters in

the jth normal component, i.e., µj , Σj , is computed and used as initial values. The prior probability of

component j in cluster k, bk,j, is initialized by the percentage of data in cluster k assigned to sub-cluster j.

The pseudo-code for the estimation algorithm is provided in Appendix B.

3.3 Select the Number of Components

To choose the number of components per cluster, the Bayesian Information Criterion (BIC) and a version of

the Integrated Classification Likelihood Criterion (ICL), referred to as ICL-BIC, are examined. A detailed

account on BIC and ICL-BIC is provided by McLachlan and Peel (2000). Their definitions for BIC and

ICL-BIC are adopted here. Specifically,

BIC = −2L(θ) + d log n , (6)
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where L(θ) is the log mixture likelihood as defined in (4), and d is the number of free parameters in the

model. In general, d = J − 1 + J · p + J · (p2 + p)/2 = J(p2 + 3p + 2)/2 − 1, where J − 1 accounts

for the prior probabilities of the J components subject to unit summation, J · p for the mean vectors µj ,

and J · (p2 + p)/2 for the covariance matrices Σj . Recall that p is the dimension of data. If the covariance

matrices are constrained equal across components in the same cluster, the number of free parameters d =

J · (p + 1) + K · (p2 + p)/2 − 1.

The fact that BIC by nature suggests the superiority of maximizing the mixture likelihood over the

classification likelihood does not prevent it to be used as a selection criterion for models obtained by CML.

A model selection criterion that is defined from the perspective of the classification likelihood is the ICL

criterion proposed by Biernacki, Celeux, and Govaert (1998). A particular approximation version of ICL,

referred to as ICL-BIC by McLachlan and Peel (2000), is computed as follows:

ICL-BIC = −2L(θ) + 2E(τ) + d log n .

Comparing with BIC, the extra term 2E(τ) results from employing the classification likelihood. E(τ) is the

summation of the entropy of the posterior probabilities of the clusters given each sample xi. Specifically,

τi,k =
ākfk(xi)∑K

k′=1 āk′fk′(xi)
, i = 1, 2, ..., n, k = 1, 2, ...,K

E(τ) = −
n∑

i=1

K∑
k=1

τi,k log τi,k .

The 2E(τ) term in ICL-BIC penalizes poorly separated clusters. In fact, the sum of the first two terms

−2L(θ) + 2E(τ) has been studied as a model selection criterion itself and is called the Classification

Likelihood Criterion (CLC) by Biernacki and Celeux (1997). It is found that CLC tends to overestimate

the number of components when the cluster prior probabilities are not uniform (Biernacki, Celeux, and

Govaert 1999). The BIC penalty term d log n in ICL-BIC can counter this issue of CLC to a certain extent.
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4 Experiments

To illustrate by example the proposed clustering method based on the multi-layer mixture model, experi-

ments are performed with both simulated and real data sets. The proposed clustering method is referred to

in short as the MLM (multi-layer mixture) method later. We compare the MLM method with a usual model-

based clustering approach that assumes each cluster follows a single normal distribution. This method is

referred to as the SLM (single-layer mixture) method hereafter. Unless specially noted, the CEM algorithm

is applied to estimate parameters and cluster data for both the MLM and the SLM model. The two step clus-

tering method described in Section 3.1, which estimates the MLM model by EM and groups the estimated

components afterwards, is compared with the CEM algorithm using the real data set. BIC and ICL-BIC

are applied to select the number of components per cluster. The SLM model is initialized by k-means. As

MLM also uses k-means for initialization, in the following experiments, the two methods always start with

the same initial partition of data. For both the simulated and real data sets, as the true sample class labels

are known, the percentage of misclassified samples (misclassification, or error rate) is used as one way to

evaluate the clustering methods.

4.1 Simulated Data

rotation
random

(−1,−1)

(1,1)

Cluster 2

Component 1

Component 2 Component 3

Cluster 1

Figure 2: The mean vectors of the three components for each cluster in the simulation study. Those of the
first cluster are fixed at the three vertices of an equal lateral triangle centered at (−1,−1). Those of the
second cluster are at the vertices of a randomly rotated equal lateral triangle centered at (1, 1).
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In the first simulation study, the true distribution of each cluster is composed of three equal weight

bivariate normals. Each component has a spherical covariance matrix Σ = diag(12 , 1
2). The mean vectors

of the three components locate on the vertices of an equal lateral triangle with lateral length 2. The center

of the triangle, i.e., average of the mean vectors, is at (−1,−1) for the first cluster and (1, 1) for the second

cluster. The vertices of the first triangle are fixed at µ1,1 = (−1, 2√
3
− 1)T , µ1,2 = (−2,− 1√

3
− 1)T , and

µ1,3 = (0,− 1√
3
− 1)T . Those of the second triangle are randomly rotated. Figure 2 shows the mean vectors

of the six components in the two clusters. In each simulation, an angle ζ is randomly chosen according to a

uniform distribution on [0, 2π]. The triangle for the second cluster shown in Figure 2 is randomly rotated by

ζ . The coordinates of its vertices are the mean vectors of the three components in the second cluster, µ2,1,

µ2,2, µ2,3. The prior probabilities of the two clusters are set equal. Then, n = 600 samples are generated

according to the described distribution. The scatter plot of an example sample set is shown in Figure 3 (a).
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(a) (b) (c)

Figure 3: Clustering results obtained by MLM and SLM. (a): The scatter plot of an example sample set.
The two clusters are shown by stars and circles respectively. (b): The clustering result obtained by MLM.
(c): The clustering result obtained by SLM.

In the MLM method, the number of components for each cluster is set to 3. The covariance matrices

for components in the same cluster are assumed to be common, but not for those in different clusters. 501

simulated data sets are generated and clustered using both the MLM and the SLM method. In each simula-

tion, the number of misclassified samples is recorded for both methods. The median of the misclassification

rates obtained by MLM is 10%; while that for SLM is 16%. The standard deviation of the misclassification

rates is 2.59% for MLM and 4.19% for SLM. The histogram of the differences between the misclassification

rates obtained by the two methods is shown in Figure 4. The median of the difference is 4.67%. For about

92% of the simulations, MLM yields better clustering than SLM. The clustering results for one simulated
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Figure 4: The histogram of the differences between the percentages of misclassified samples obtained by
SLM and MLM. The median of the difference is 4.67%.

data set are shown in Figure 3. For this data set, the misclassification rate obtained by MLM equals the

median rate of the 501 simulations (10%). The rate obtained by SLM is 15.8%, which is close to the median

performance of SLM (16%). This simulation study shows that when the true distribution of a cluster is a

mixture of normals, assuming it to be a single normal may degrade clustering accuracy considerably.

In the second simulation study, we compare the performance of MLM and SLM when either model

is true and examine the effectiveness of BIC and ICL-BIC for selecting the number of components per

cluster in MLM. The two information criteria are computed based on Equation (6) and (7). Experiments

are performed with two bivariate data sets each containing 900 samples generated according to an SLM and

MLM model respectively. For the SLM model, the true distribution contains 3 clusters with the following

parameters: a1 = a2 = a3 = 1/3, µ1 = (0, 0)T , µ2 = (1.5, 1)T , µ3 = (0, 2.5)T , Σ1 = diag(1/2, 1/2),

Σ2 = diag(1/8, 1/8), Σ3 = diag(1/2, 1/2). The MLM model also contains 3 clusters, but has one more

component for both cluster 2 and 3. In particular, J1 = {1}, J2 = {2, 3}, J2 = {4, 5}; a1 = 1/3,

a2 = 1/10, a3 = 7/30, a4 = 1/10, a5 = 7/30. The mean vectors are: µ1 = (0, 0)T , µ2 = (2, 0)T ,

µ3 = (1.5, 1)T , µ4 = (0, 2)T , µ5 = (0, 2.5)T . The covariance matrices are: Σ1 = diag(1/2, 1/2),

Σ2 = diag(3/2, 3/2), Σ3 = diag(1/8, 1/8), Σ4 = diag(1/16, 1/16), Σ5 = diag(1/2, 1/2). A scatter plot

of the data set is shown in Figure 5(a).

For both data sets, the number of components per cluster in the investigated models ranges from 1 to 3.

There are consequently 33 = 27 different sets of values for (J1, J2, J3). When (J1, J2, J3) = (1, 1, 1), the

model is essentially the SLM. Covariance matrices within one cluster are not restricted to be identical. For
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Figure 5: Clustering results for the data set generated by the MLM model. (a): The scatter plot of the
original data. The three clusters are shown by stars (1 component), circles (2 components), and triangles (2
components) respectively. (b): The clustering result obtained by SLM. The misclassification rate is 10.33%.
(c): The clustering result obtained by an MLM with J1 = 1, J2 = 2, J3 = 2. The misclassification rate is
8.33%. (d): The clustering result obtained by an MLM with J1 = 3, J2 = 1, J3 = 1. The misclassification
rate is 13.00%.

each (J1, J2, J3), the misclassification rate, BIC, and ICL-BIC are computed.

Table 1 summarizes the results on the misclassification rate. For the data from the SLM, clustering based

on the true model yields an error rate of 6.33%, close to the minimum achieved by all the tested models.

For those from the MLM, the true model achieves the minimum error rate of 8.33%. The MLM data set is

more sensitive to mis-specified numbers of components within clusters, as indicated by the more substantial

disparity between the maximum (as well as mean) error rate yielded from the incorrect models and that from

the correct model.

Figure 5 shows the clustering results for the MLM data set based on the following three models:

(J1, J2, J3) = (1, 1, 1) (SLM), (J1, J2, J3) = (1, 2, 2) (the correct MLM), (J1, J2, J3) = (3, 1, 1) (an

incorrect MLM). The rates of misclassification achieved by the SLM, correct MLM, and incorrect MLM
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Error rate (%) Error rate (%): Mis-specified models
True model

Correct model Mean Medium Min Max Std
SLM 6.33 6.97 7.11 6.11 8.00 0.51
MLM 8.33 10.02 8.89 8.33 13.56 1.86

Table 1: The misclassification rates in percent achieved by models with different numbers of components in
each cluster. The two data sets are generated by an SLM and MLM model respectively.

are respectively 10.33%, 8.33%, and 13.00%. When the true underlying model is an MLM, if the assumed

model has mis-specified numbers of components within clusters, a component in one cluster may be mis-

takenly “captured” by another cluster, leading to severe misclassification as shown in Figure 5(d). In such a

scenario, the performance of the MLM approach relies heavily on good model selection. For data generated

by an SLM, if an MLM is assumed, the normal distribution of each cluster is often well approximated by a

mixture of normals, resulting in clustering close to that based on the true model.
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Figure 6: Select the number of components per cluster by BIC or ICL-BIC. Left: results for the data set
generated by the SLM model. Right: results for the data set generated by the MLM model. Top: information
criteria. Bottom: the misclassification rate in percent.

Figure 6 demonstrates model selection based on BIC and ICL-BIC for the two data sets. For brevity,

the information criteria are plotted only against the total number of components J = J1 + J2 + J3. As

different sets of (J1, J2, J3) may lead to the same J , the result of the set with the lowest (i.e. best possible)

BIC (or ICL-BIC) is shown. For instance, six different sets of (J1, J2, J3) yield J = 5. The value of BIC

(ICL-BIC as well) shown in the top right panel of Figure 6 is based on (J1, J2, J3) = (1, 2, 2) because this

model has the minimum BIC (ICL-BIC) among all those with J = 5. Figure 6 shows that under both of the

information criteria, the correct model is selected as optimal for either data set. In the case of the SLM data,
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BIC and ICL-BIC increase monotonically with the total number of components. For the MLM data, both

criteria have the typical “elbow” shape.

True model: SLM (J1, J2, J3) = (1, 1, 1)
# times Average Pe(%)

(J1, J2, J3) selected
Average Pe(%)

Correct model
BIC (1, 1, 1) 20 6.27 6.27

(1, 1, 1) 5 6.07 6.07
(1, 2, 1) 3 7.07 7.04
(2, 1, 1) 6 6.28 6.09

ICL-BIC (2, 2, 1) 3 6.22 5.22
(2, 1, 2) 1 6.78 5.44
(2, 2, 3) 1 11.22 9.11
(3, 1, 1) 1 9.00 7.22

True model: MLM (J1, J2, J3) = (1, 2, 2)
# times Average Pe(%)

(J1, J2, J3) selected
Average Pe(%)

Correct model
(1, 1, 2) 6 9.78 9.15

BIC (1, 2, 2) 13 8.34 8.34
(2, 2, 1) 1 12.56 8.33
(1, 2, 2) 4 8.97 8.97
(1, 2, 3) 1 7.78 7.44
(2, 2, 1) 1 14.00 9.33
(2, 2, 2) 10 8.80 8.57

ICL-BIC
(2, 2, 3) 1 8.78 8.11
(2, 3, 3) 1 8.89 9.11
(3, 2, 1) 1 11.22 6.56
(3, 2, 2) 1 9.89 9.56

Table 2: Model selection results based on BIC and ICL-BIC for 20 data sets generated from the SLM and the
MLM respectively. The sets of (J1, J2, J3) chosen as optimal for some data set are shown with the number
of times each set is selected. The average error rates across data sets are compared with those achieved by
the true models.

To thoroughly examine model selection based on BIC and ICL-BIC, the above experiment is repeated

for 20 additional data sets generated according to the described SLM and MLM respectively. Each data

set is of size 900, same as the example discussed above. For every data set, BIC and ICL-BIC are used to

choose the optimal (J1, J2, J3) from the 27 possible configurations with Ji ∈ {1, 2, 3}. A summarization

is provided in Table 2. For each of the true models and each of the model selection criteria, all the sets

of (J1, J2, J3) that have been indicated as optimal for some data set are listed, together with the number

of times each set is chosen. In addition, the average clustering error rate (across data sets) based on each
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selected (J1, J2, J3) is compared with that achieved by using the true model, i.e., (J1, J2, J3) = (1, 1, 1)

for the SLM, and (J1, J2, J3) = (1, 2, 2) for the MLM. For instance, when the true model is the MLM,

according to BIC, 6 out of the 20 data sets are determined to be generated by an MLM with J1 = 1, J2 = 1,

and J3 = 2. The average error rate based on the selected MLM for these 6 data sets is 9.78%, while the true

MLM yields an average error rate of 9.15%. Across all the 20 data sets generated by the MLM, the average

error rate achieved by the true model is 8.58% with sample standard deviation σ̂M = 1.01%. For the 20

SLM data sets, that rate is 6.27% with sample standard deviation σ̂S = 1.08%.

Table 2 shows that BIC predicts the correct model substantially more frequently than ICL-BIC. In par-

ticular, BIC selects the correct model for all the 20 SLM data sets and more than half of the 20 MLM data

sets. The model selection results by BIC are also more stable across different data sets than ICL-BIC. Mod-

els selected by ICL-BIC for the SLM data sets span over 7 sets of (J1, J2, J3) without any being prominent.

For the MLM, 8 sets of (J1, J2, J3) are chosen by ICL-BIC with (2, 2, 2) accounting for half of the data

sets. The average error rate for these ten data sets based on (J1, J2, J3) = (2, 2, 2) is 8.80%, moderately

higher than the rate 8.57% yielded from the true model. Suppose we use σ̂S and σ̂M as basis for comparison

and consider the difference in clustering performance significant when the error rates differ by more than σ̂S

(for SLM) or σ̂M (for MLM). For 4 of the SLM and 2 of the MLM data sets, the model selected by ICL-BIC

yields a significantly higher error rate than the true model.

4.2 Image Segmentation Data Set

The image segmentation data set is taken from the UCI machine learning database repository (Blake, Keogh,

and Merz 1998). The original data were contributed by the Vision Group at the University of Massachusetts.

Every sample corresponds to a 3 × 3 block in an image. We study the clustering of two classes of image

blocks: brickface and cement, each containing 300 samples. In the original data set, each sample has 19

variables including the location information about the image block, features extracted based on line and edge

detection, average color components and linear combinations of them in both RGB and HIS color spaces. In

our experiment, the location variables are not used because they are irrelevant to the pictorial characteristics

of an image block. Furthermore, for color components, we only use the HIS color space. The 9 variables

used here are the 4th to 9th and 17th to 19th features in the original data set (Blake, Keogh, and Merz 1998).
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Figure 7: (a) The scatter plot of the image segmentation data set. The two classes, brickface and cement are
shown by stars and circles respectively. (b) The misclassification rate in percent achieved by different MLM
models (including SLM as a special case). (c) The BIC values of the models. (d) The ICL-BIC values of the
models.

We remove the mean of each variable and normalize it to yield unit variance. All the simulation results

and figures below are based on the transformed data, which are simply referred to as the data from now

on. For the convenience of illustration, the data are projected onto the plane spanned by the two most

dominant principle components; and clustering is performed in the two dimensional space. Experiments

show that clustering in higher dimensions yields no improvement for this data set. A scatter plot of the data

is provided in Figure 7(a). It is clear that for both classes, a normal distribution cannot fit the data well.

The brickface class shown by stars appears to contain two modes. The cement class shown by circles have

part of the data tightly clustered and the rest spread out along a certain direction. The non-normality of the

cluster distributions is evident from the scatter plot even if the two classes are not distinguished by different

symbols.
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Figure 8: Clustering results obtained by MLM and SLM. (a): SLM. (b): MLM with each cluster modeled
by a mixture of 2 normals. (c): MLM with brickface modeled by a mixture of 2 components and cement by
a mixture of 3. (d): MLM estimated by EM with 7 components in total, 6 of which are assigned to cement.
Left: Scatter plots of the two clusters. Samples in the cement class with either variable less than −4.0 are
omitted in the plots to show the majority data at a better resolution. Middle: The contours of the estimated
distributions of the cement class. Right: The contours of the estimated distributions of the brickface class.
The distributions are scaled by the estimated prior probabilities of the classes. Dense contour lines indicate
large values.
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Figure 9: Comparing the EM and CEM clustering approach. Left: information criteria. Right: the rate
of misclassification in percent yielded from the model selected by the information criteria. Top: results
obtained using BIC. Bottom: results obtained using ICL-BIC.

We examine a total of 16 models including the SLM and MLM models with all the possible pairs of

J1 and J2 such that 1 ≤ J1, J2 ≤ 4. BIC and ICL-BIC are computed for each model and plotted in

Figure 7(c) and (d). Each line in the plots runs across models with a fixed number of components for the

brickface class. The number of components for the cement class is the difference between the total number

of components shown by the horizontal axis and the number of components for brickface specified by the

legend. Both BIC and ICL-BIC indicate that the optimal model has 2 components for brickface and 3

components for cement. The misclassification rate achieved by this model is 5.83%. According to either

BIC or ICL-BIC, the model with a single normal for each cluster (SLM) is apparently inferior to the other

models, which is confirmed by the large misclassification rate of 41.5%. To demonstrate the estimated

within class distributions, Figure 8 shows the contours of the distributions for the SLM model, the MLM

model with 2 components for each class, and the optimal MLM model (2 components for brickface and 3

for cement). Besides yielding substantially better classification than the SLM model, the estimated within

class distributions based on MLM reflect characteristics of the data, e.g., multi-modality, more accurately.

Next, we examine the two step clustering method presented in Section 3.1. The MLM model is estimated

by EM and the components are grouped afterwards. In contrast to the CEM approach that requires a specified

(J1, J2), the EM approach only needs the total number of components J . However, to compare the two
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approaches on a common ground with respect to initialization, for a fixed J , all the pairs of (J1, J2) such

that J1 + J2 = J and 1 ≤ J1, J2 ≤ 4 are used by the tree-structured k-means (the initialization method for

CEM) to generate different sets of initial parameters. Among all the models estimated by EM with different

initialization, the one with maximum likelihood is chosen. To decide the partition of normal components

into two clusters, we search exhaustively over the 2J−1 − 1 possible partitions (a partition with an empty

cluster is excluded) and select the one with the minimum weighted mean squared distance, as described in

Section 3.1.

Figure 9 shows the misclassification rate achieved by the EM approach with J = 2 ∼ 8. The figure

also compares the values of BIC and ICL-BIC for the models estimated by EM and those estimated by

CEM. Since a given J does not correspond to a single model in the case of CEM, results are shown only

for the model with the minimum BIC or ICL-BIC among all those with the same J but different (J1, J2).

Under both information criteria and for both estimation methods, a model with J = 5 is selected as opti-

mal. Furthermore, the component partition step applied after EM assigns 2 components to brickface and

3 components to cement , coinciding with the number of components for either class in the optimal model

obtained by CEM. The within class distributions in the two optimal models estimated by EM and CEM

respectively are so close that their contour plots have no noticeable difference. The misclassification rates

resulting from both models are 5.83%. With J varying, the CEM approach seems to be more robust than

the EM approach. For instance, when J = 3, 7, the models estimated by EM and selected by BIC result in

relatively large misclassification rates due to the inappropriate partitions of components. As shown by the

contour plots in Figure 8(d), 6 components in the J = 7 model are assigned to cement. Figure 9 shows that

for this data set, models selected by ICL-BIC lead to better clustering when they differ from those selected

by BIC.

5 Conclusion

A multi-layer mixture of normals is motivated and developed to cluster data. Estimation algorithms based

on maximizing the classification likelihood and the mixture likelihood are presented. BIC and ICL-BIC

are examined for choosing the number of components per cluster. Experiments on both simulated and real

data have been performed. Simulations show that when the true distribution of each cluster is a mixture
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of normals, the multi-layer mixture model can lead to considerably better clustering than a usual mixture

model. The phenomenon is also observed with a real data set that shows multi-modality of clusters. In a

simulation study using data generated by a single-layer mixture and a multi-layer mixture respectively, BIC

predicts the correct number of components per cluster substantially more frequently than ICL-BIC.
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Appendix A

We now prove the ascending property of the CEM algorithm as applied to the multi-layer mixture model,

which is stated in Theorem 3.1. In particular,

L(θ(t+1), η(t+1)) ≥ L(θ(t), η(t)) . (7)

CEM alternates the optimization of η and θ, fixing one at a time. After the classification step, the pa-

rameter (θ(t), η(t)) is update to (θ(t), η(t+1)). The maximization step afterwards updates (θ(t), η(t+1)) to

(θ(t+1), η(t+1)). To prove (7), it suffices to show that

L(θ(t), η(t+1)) ≥ L(θ(t), η(t)) , (8)

L(θ(t+1), η(t+1)) ≥ L(θ(t), η(t+1)) . (9)
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Note that

L(θ(t), η) =
n∑

i=1

log

⎡
⎣ā

(t)
η(i)

J∑
j=1

b
(t)
η(i),jφ(xi | µ
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j )
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≤
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log
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b
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log

⎡
⎣ā

(t)

η(t+1)(i)
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b
(t)

η(t+1)(i),j
φ(xi | µ

(t)
j ,Σ(t)

j )

⎤
⎦

= L(θ(t), η(t+1)) . (10)

The second to the last equality above comes from the fact η(t+1)(i) = arg maxη(i) ā
(t)
η(i)

∑J
j=1 b

(t)
η(i),jφ(xi |

µ
(t)
j ,Σ(t)

j ). Based on (10), in particular, we have (8).

To prove (9), note that

L(θ, η(t+1)) =
n∑

i=1

log

⎡
⎣āη(t+1)(i)

J∑
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=
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log āk ·
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I(η(t+1)(i) = k) +
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≤ max
āk :k=1,...,K

K∑
k=1

log āk ·
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n∑
i=1

I(η(t+1)(i) = k) log
∑
j∈Jk

bk,jφ(xi | µj ,Σj) . (11)

Expression (11) indicates that L(θ, η(t+1)) is maximized by setting āk =
∑n

i=1 I(η(t+1)(i) = k)/n and

in the mean time solving the MLE separately for the mixture model within each cluster using the samples

assigned to the cluster by η(t+1). The maximization step in CEM computes θ(t+1) precisely according

to (11). The embedded EM procedure is for solving the MLE of the mixture models within clusters. In

contrast, for a single-layered mixture model, the MLE of the within cluster distributions can be computed

analytically. To summarize, we have L(θ, η(t+1)) ≤ L(θ(t+1), η(t+1)), which implies (9).
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Since there are only finitely many ways of assigning samples to the K clusters, the algorithm converges

by the ascending property unless cycles develop. In that case, the likelihood converges, but the parameters

may not.

Appendix B

The pseudo-code for the CEM algorithm described in Section 3.2 is provided below.

1. Let t = 0.

2. Initialization

(a) Partition the data into K clusters using k-means. Let the cluster identity of sample i be η(t)(i),

i = 1, ..., n.

(b) Let ā(t)
k =

∑n
i=1 I(η(t)(i) = k)/n.

(c) For each cluster k, k = 1, ...,K, partition data in this cluster into Jk sub-clusters using k-

means. Let J0 = 0. Index the J =
∑K

k′=1 Jk′ sub-clusters as follows: the Jk sub-clusters in

cluster k are labeled by indices in the setJk =
{∑k−1

k′=0 Jk′ + 1,
∑k−1

k′=0 Jk′ + 2, ...,
∑k

k′=0 Jk′
}
.

Let the sub-cluster identity of sample i be η′(i).

(d) For k = 1, ...,K, j = 1, ..., J , let

b
(t)
k,j =

∑n
i=1 I(η(t)(i) = k)I(η′(i) = j)∑n

i=1 I(η(t)(i) = k)

µ
(t)
j =

∑n
i=1 xiI(η′(i) = j)∑n
i=1 I(η′(i) = j)

Σ(t)
j =

∑n
i=1(xi − µ

(t)
j )(xi − µ

(t)
j )T I(η′(i) = j)∑n

i=1 I(η′(i) = j)

3. Compute the classification likelihood L(θ(t), η(t)) by equation (5).

4. Update η(t+1)(i), i = 1, ..., n:

η(t+1)(i) = arg max
k

ā
(t)
k

J∑
j=1

b
(t)
k,jφ(xi | µ

(t)
j ,Σ(t)

j ) .
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5. Update parameters:

(a) Let ā(t+1)
k =

∑n
i=1 I(η(t+1)(i) = k)/n, k = 1, ...,K.

(b) For each individual cluster k, k = 1, ...,K, use the following EM procedure to compute b
(t+1)
k,j ,

µ
(t+1)
j , Σ(t+1)

j , for j ∈ Jk.

i. Let τ = 0.

ii. Let b̃(τ)
k,j = b

(t)
k,j , µ̃

(τ)
j = µ

(t)
j , Σ̃(τ)

j = Σ(t)
j , j ∈ Jk.

iii. Compute the log likelihood of the samples {xi : η(t+1)(i) = k} under the mixture model
with parameters b̃

(τ)
k,j , µ̃

(τ)
j , Σ̃(τ)

j , j ∈ Jk. Denote the log likelihood by L̃(τ).

iv. For samples i such that η(t+1)(i) = k, 1 ≤ i ≤ n, compute

pi,j =
b̃
(τ)
k,jφ(xi | µ̃

(τ)
j , Σ̃(τ)

j )
∑

j′∈Jk
b̃
(τ)
k,j′φ(xi | µ̃

(τ)
j′ , Σ̃(τ)

j′ )
, j ∈ Jk .

v. Compute

b̃
(τ+1)
k,j =

∑n
i=1 pi,jI(η(t+1)(i) = k)∑n

i=1 I(η(t+1)(i) = k)
, j ∈ Jk .

µ̃
(τ+1)
j =

∑n
i=1 pi,jxiI(η(t+1)(i) = k)∑n
i=1 pi,jI(η(t+1)(i) = k)

, j ∈ Jk .

Σ̃(τ+1)
j =

∑n
i=1 pi,j(xi − µ̃

(τ+1)
j )(xi − µ̃

(τ+1)
j )T I(η(t+1)(i) = k)∑n

i=1 pi,jI(η(t+1)(i) = k)
, j ∈ Jk .

vi. Compute L̃(τ+1), the log likelihood of the samples {xi : η(t+1)(i) = k} under the updated
mixture model. If L̃(τ+1)−L̃(τ)

|L̃(τ)| < ε, where ε is a chosen threshold, let b
(t+1)
k,j = b̃

(τ+1)
k,j ,

µ
(t+1)
j = µ̃

(τ+1)
j , Σ(t+1)

j = Σ̃(τ+1)
j , j ∈ Jk, and go to step 6.

vii. Let τ + 1 → τ , go back to step iv.

6. Compute the classification likelihood L(θ(t+1), η(t+1)). If L(θ(t+1),η(t+1))−L(θ(t),η(t))

|L(θ(t),η(t))| < ε, stop.

7. Let t + 1 → t. Go back to step 4.
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If the covariance matrices Σj , j ∈ Jk in the same cluster k are assumed to be common, the formula for

updating them in step 5(v) is:

Σ̃(τ+1)
j =

∑n
i=1

∑
j′∈Jk

pi,j′(xi − µ̃
(τ+1)
j′ )(xi − µ̃

(τ+1)
j′ )T I(η(t+1)(i) = k)∑n

i=1

∑
j′∈Jk

pi,j′I(η(t+1)(i) = k)
, j ∈ Jk .
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